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Abstract—Understanding the fundamental mecha-
nisms governing the production of meaning in the
processing of natural language is critical for designing
safe, thoughtful, engaging, and empowering human-
agent interactions. Experiments in cognitive science
and social psychology have demonstrated that human
semantic processing exhibits contextuality more con-
sistent with quantum logical mechanisms than classical
Boolean theories, and recent works have found sim-
ilar results in large language models—in particular,
clear violations of the Bell inequality in experiments
of contextuality during interpretation of ambiguous
expressions. We explore the CHSH |S| parameter—
the metric associated with the inequality—across the
inference parameter space of models spanning four
orders of magnitude in scale, cross-referencing it with
MMLU, hallucination rate, and nonsense detection
benchmarks. We find that the interquartile range of
the |S| distribution—the statistic that most sharply
differentiates models from one another—is completely
orthogonal to all external benchmarks, while violation
rate shows weak anticorrelation with all three bench-
marks that does not reach significance. We investigate
how |S| varies with sampling parameters and word or-
der, and discuss the information-theoretic constraints
that genuine contextuality imposes on prompt injection
defenses and its human analogue, whereby careful con-
struction and maintenance of social contextuality can
be carried out at scale—manufacturing not consent but
contextuality itself, a subtler and more fundamental
form of manipulation that shapes the space of possible
interpretations before any particular one is reached. We
conclude that designing reliable human-agent systems
requires understanding the interpretive character of
the models involved: the same contextuality that makes
these systems vulnerable to adversarial reframing is
what enables them to interpret at all, and working
effectively with that capacity demands characterizing
it rather than attempting to eliminate it.

Index Terms—CHSH inequality, quantum cognition,
human-ATI interaction, LLM sampling parameters, con-
textuality, interaction design

I. INTRODUCTION

The fifth-century grammarian Bhartrhari described the
production of meaning as a sphota, a bursting forth,
something grasped whole through pratibha, an intuitive
flash that occurs in the listener before any analysis of
parts [1]. The schools that opposed him, the Mimamsa

and the Nyaya, did so on the grounds that meaning must
be compositionally derived, that the whole is nothing the
parts do not already contain [1]. In the 19th century, the
Swiss structural linguist Ferdinand de Saussure, who stud-
ied Sanskrit writings that themselves were likely influenced
by Bhartrhari’s contributions, produced a formulation of
the sign as an inseparable unity of signifier and signified,
bearing some resemblance to the notion of sphota [2].
Saussure distinguished between two systems: langue
and parole. Langue is the abstract formal structure of a
language, the grammar and rules that exist independent
of any speaker whereas parole is language as it is actually
spoken and understood in context. While Saussure treated
both as essential, the tradition that followed in the study of
language was more aligned with langue than with parole.
The assumption that a system can be decomposed into
independently analyzable parts whose contributions can
be separated and recombined has served as a practical
methodological foundation for empirical science since Ba-
con and Descartes, and while every scientific endeavor is
itself conducted through language and framed through
contextual decisions about what problems to study and
how to interpret results, the approximation has proven ad-
equate across a wide range of disciplines. The nineteenth-
century German logician Gottlob Frege adopted this as-
sumption for the study of meaning when he argued that
the meaning of a complex expression is determined by
the meanings of its parts and the rules by which they
combine, a principle supposedly generating a complete
formal semantics for natural language fragments [3], [4].
Zellig Harris demonstrated that the distributional prop-
erties of words in a corpus could serve as a proxy for
their semantic relationships [5], and these distributional
ideas carried through the 20th century and into the 21st
through latent semantic analysis and word embeddings [6],
and as their utility for information retrieval, translation,
and classification became apparent they were adopted
widely across industry, where the deep learning revolution
extended their capabilities dramatically and the develop-
ment of large language models became a central focus.
These systems process natural language at a scale and
degree of decontextualization without precedent in either


https://arxiv.org/abs/2603.20381v1

computational or human systems'. The difficulties that
have accompanied their deployment—hallucination and
susceptibility to prompt injection—persist across models
of vastly different scale, architecture, and training. While
these difficulties are typically attributed to shortcomings
in data, training, or architecture, it is worth considering
what they have in common. Hallucinations are identified
only relative to a correct interpretation that the model
has missed, whereas prompt injections occur because in-
terpretation depends on the contextual frame in which
the expression is encountered. In both cases, the difficulty
presupposes a fixed meaning that the model ought to have
recovered. Whether this presupposition is adequate for
the study of meaning—a domain in which the observer,
the context, and the act of interpretation may not be
separable from the thing being studied—has not been
formally established.

Several philosophical traditions have argued against the
idea of determinacy in meaning, maintaining that meaning
is not an intrinsic property of an expression but arises
in the encounter between expression and interpreter, that
it is radically underdetermined by any formal analysis of
parts, and that understanding is irreducibly relational and
context-dependent [7]-[10]. Information-theoretic analy-
ses have shown that the informational burden of disam-
biguating a semantic expression grows superlinearly with
its complexity, as words in natural language can afford
multiple interpretations whose resolutions may not be
independent of one another, suggesting an indeterminacy
of interpretation such that the meaning of an expression
cannot practically be uniquely determined as a matter
of its parts [11], [12]. Empirical studies of how humans
process language in real time are consistent with this pic-
ture: verb comprehension activates all possible argument
structures simultaneously regardless of which the sentence
requires [13], [14], scalar adjectives obligatorily introduce
contextually established standards that propagate through
the interpretation of other constituents [15], high-gamma
neural activity tracks hierarchical phrase-structure build-
ing word by word as open syntactic nodes rather than
word identity or frequency [16], and the brain’s language
network shows no segregation of syntax from semantics,
every region sensitive to syntactic structure showing equal
or greater sensitivity to lexical meaning [17], [18]. Chom-
sky famously claimed that “colorless green ideas sleep
furiously” is grammatical but semantically void [19] in
an attempt to demonstrate that syntactic well-formedness
and semantic meaningfulness are independent. However,
were such a phrase to appear in the middle of a poem
where colorless may indicate one is emotionally drained,
green that they are overrun with envy, ideas the thoughts
that will not stop arriving, sleeping furiously in wait to

IDecontextualization is itself a form of contextualization. The
training corpus, the architecture, and the sampling configuration all
constitute an interpretive frame no less than the embodied situation
of a human interpreter does.

attack the poet’s sense of calm, then it becomes clear
that the assumption of semantic meaninglessness is itself
unfounded. Additionally, the nonsensical sentence now
itself connotates a sense of meaninglessness, paradoxically
giving it meaning in a shared cultural way [11]. A sentence
cannot be meaningless in the abstract as the act of inter-
pretation dramatically depends on the interpreter acting
as observer.

Whether the properties under study are determinate
prior to observation or constituted by it is not a ques-
tion unique to linguistics. The same question arose in
twentieth-century physics, where Heisenberg argued that
the act of measurement necessarily disturbs the system
being observed, Bohr maintained that physical quantities
are genuinely indeterminate prior to measurement, and
Einstein, Podolsky, and Rosen attempted to demonstrate
that quantum mechanics must be incomplete on the
grounds that it could not accommodate the simultaneous
reality of correlated but spatially separated quantities in
entangled particles [20]. Bohr replied, but the argument
was not widely understood and most physicists were
not concerned with what appeared to be a metaphysical
question with no bearing on the practical successes of
the theory. In 1964, the physicist John Bell derived an
inequality that converted the question into an empirical
one: any theory in which measured quantities have pre-
existing, context-independent values imposes strict limits
on the correlations those measurements can produce [21].
In 1969, John Clauser, Michael Horne, Abner Shimony,
and Richard Holt developed a practical test for this, the
CHSH test, where S is a sum of correlations between
measurement outcomes under different contextual set-
tings [22]: |S| < 2 indicates that the correlations are clas-
sical and |S| > 2 that they are not. When such a violation
occurs, the system’s behavior is better described by quan-
tum logic than by classical probability. The application
of quantum formalism to cognitive and linguistic systems
does not require that these systems operate by quan-
tum mechanical processes. What it requires is that the
structural features the formalism describes—contextuality,
non-commutativity, observer-dependence of outcomes—
are present regardless of substrate. Bruza et al. [23] drew
a critical distinction between context-sensitivity, a stan-
dard causal influence of context on outcomes, and true
contextuality, an acausal form of context-dependence in
which a property is genuinely indeterminate prior to the
act of measurement?. If interpretation is contextual in
this stronger sense, then meanings do not pre-exist the
interpretive act, and classical probability theory, which
presupposes well-defined values prior to observation, is
the wrong formalism. Vervacke and collaborators [24],
[25] argued that the cognitive capacity enabling agents to
navigate vast semantic spaces under ambiguity—relevance

2For a more thorough exploration of the intricacies of indetermi-
nacy versus uncertainty in measurements, see Karen Barad’s Meeting
the Universe Halfway.



realization—is itself non-algorithmic and irreducible to
formal computation, operating through context-sensitive
attentional mechanisms that dynamically constitute what
counts as relevant rather than selecting from a pre-existing
set. That such a process would produce non-classical corre-
lations when probed experimentally is not surprising; it is
precisely the kind of system for which quantum probability
theory was developed as a generalization of the classical
case.

When cognitive scientists and social psychologists ap-
plied Bell’s tests in human experiments, they found cor-
relations that violated the classical bound [23], [26]-[30].
More recently, preliminary contextuality experiments have
been carried out using large language models, finding a
range of |S| values from 1.2 to 2.8 [12]. Given that experi-
ments on both human cognition and large language models
have demonstrated non-local contextuality as a common
feature of natural language interpreters, the CHSH |S]
parameter offers a way to characterize the interpretive be-
havior of these systems that does not depend on decompos-
ing the mechanisms by which they produce meaning. The
human-AT interaction literature provides rich frameworks
for understanding how humans and machines share inter-
pretive labor [31]-[34], from assigning appropriate levels of
automation to enabling genuine mixed-initiative interac-
tion, and the application of these frameworks depends on
understanding what kind of interpretive process a system
is carrying out. If the process is genuinely contextual in the
sense that Bell’s test measures, then approaches grounded
in behavioral characterization of interpretive outcomes are
more appropriate than reductionist attempts to isolate
and inspect the mechanism, because the mechanism is
not decomposable in the way that separability requires.
This has direct consequences for how human-Al systems
should be designed: the distinction between a system that
retrieves and one that interprets fundamentally shapes
the system’s potential failure modes, the appropriate level
of user trust, and whether the system can function as a
genuine collaborator or only as a tool.

In this work, we probe the distribution of |S| values
across the inference parameter space of large language
models spanning four orders of magnitude in parame-
ter count, examine whether the character of contextual-
ity varies with model scale and architecture, investigate
word-order effects as a test of non-commutativity, cross-
reference the |S| distributions with existing benchmarks
for hallucination and nonsense detection, and consider
what these results reveal about the nature of interpreta-
tion in these systems and the design of interactions in
which humans and language models construct meaning
together.

II. METHODS

The experiment follows the semantic Bell test protocol
of [12], implemented in the quantum semantic toolkit
(astk) package developed as part of this work. An am-

biguous sentence is presented to four independent LLM
instances, each operating under a distinct measurement
setting—A, A’, B, or B’—with no shared state between
them. The agents share no information and receive only
a short persona prompt as contextual framing. Despite
this independence and the minimal conditioning applied,
the question is whether the correlations between their
interpretations exceed the classical bound, which would in-
dicate that the interpretive outcomes cannot be accounted
for by any assignment of pre-existing, context-independent
meanings to the expression. That such correlations could
arise between independent agents interpreting the same
expression through narrow contextual lenses, despite the
combinatorial vastness of the interpretation space, would
suggest that the shared substrate of natural language as
encoded in training carries a contextual structure sufficient
to produce non-classical correlations in interpretation. To
investigate how a model’s interpretive character shifts
across its configuration space, we systematically vary its
inference parameters.

A. Inference Parameter Space

The inference parameters under study—temperature 7,
nucleus threshold p, and top-k—control how a model
selects tokens from its predicted distribution. Temperature
scales logits before softmax, top-p truncates to the smallest
token set whose cumulative probability exceeds p, and
top-k retains only the k highest-probability tokens. Prior
work has established that these parameters affect not
just output quality but the character of interpretation
itself [35]—[38].

B. Ezxperimental Protocol

An ambiguous word pair is included in a randomly
selected sentence template (e.g., “The {word1} was settled
near the {word2}”). Four measurement settings define
agents with orthogonal interpretive frames. Alice operates
under A (“You are a foreign surgeon”) or A’ (“You are
a bus driver”); Bob under B (“You are haunted by past
mistakes”) or B’ (“You are a sales rep”). The word order is
flipped across trials to probe non-commutativity. For each
setting, the model interprets both words, then a second
call by the same model classifies the interpretation against
predefined meanings (e.g., for “bank”: A = financial in-
stitution, B = river bank). Outcomes are mapped to +1
vectors.

We wuse five ambiguous word pairs—bank/bat,
crane/pen, nail/mouse, bulb/plant, and palm/iris—
each with two predefined meanings, with three sentence
templates sampled at random. For each model-word pair
combination, we sweep a 3 x 3 x 3 grid: temperature
7 € {0.2,1.0,1.8}, nucleus threshold p € {0.7,0.9,1.0},
and top-k € {10,50,100}—27 configurations spanning
from near-deterministic (7=0.2, p=0.7, k=10) to
maximally stochastic (7=1.8, p=1.0, k=100), with



the conventional default at center. Ten trials are run per
grid point.

The models span four orders of magnitude in parameter
count and include both dense transformers and sparse
mixture-of-experts (MoE) architectures. Local models run
via Ollama on consumer hardware; cloud models (Gemini,
DeepSeek-V3, GPT-40/40-mini, Claude Haiku 4.5, Claude
Sonnet 4.6) are accessed through their respective APIs.
The Anthropic API restricts simultaneous parameter spec-
ification, so Claude models were tested at default param-
eters only. Total cost: approximately $100 USD in API
fees.

The CHSH S-parameter is computed via density matrix
formalism. Each complete trial produces a 4-vector of
setting products v = ({4, B), (A, B"),(A’, B),(A’, B’)),
normalized to unit length. For N complete trials, the
density matrix p = 3+ >, |vi)(v;| yields expectation values
E(XY) = 4Tr(pOxy) where Oxy is the projector onto
the corresponding component. The CHSH parameter is
then S = E(A,B)—E(A,B")+ E(A',B)+E(A’", B'), with
|S] < 2 the classical bound.

III. RESULTS

We collected ~26,000 trials across twenty-four models
and five word pairs. Sixteen models produced sufficient
complete data for distributional analysis (Table I); the rest
returned too few parseable responses.

Every model with sufficient data produced violations
of the classical bound. Of 1,420 valid grid points, 509
(35.8%) violated |S| > 2, with per-grid-point values
ranging from ~0.3 to 4.0—extending the range reported
n [12]. The maximum |S| = 4.0 exceeds the Tsirelson
bound (2v/2 ~ 2.83), which is possible because the Bell
test here probes observer-side contextuality rather than
particle-side entanglement; the Tsirelson bound does not
apply, and |S| can reach the algebraic maximum [39].

Every model’s S distribution modes at or near §' = 2.0—
the classical bound itself (Table I, Figure 1). What dis-
tinguishes models is not where they center but how they
spread around this shared mode. A model that hovers
near the boundary with occasional exceedances behaves
qualitatively differently from one that spreads broadly
across both classical and non-classical regimes, even if both
technically violate at similar rates.

No single sampling parameter drives contextuality in a
consistent direction across models (Table II). Each model
produces its own topography across the parameter grid,
and within-cell standard deviations are large, with word
pair choice contributing as much variance as sampling
configuration. The relationship between model size and
contextuality is non-monotonic, and sparse MoE models
do not systematically differ from dense models of compa-
rable active size.

Flipping word order probes whether the sequence in
which ambiguous terms are encountered affects interpre-
tive outcomes at the level of individual meaning choices.

TABLE 1
DISTRIBUTION STATISTICS OF PER-GRID-POINT S VALUES FOR EACH
MODEL. EACH GRID POINT IS A UNIQUE (WORD PAIR, WORD ORDER,
7, p, k) CONFIGURATION. ALL MODELS MODE NEAR THE CLASSICAL
BOUND (S & 2.0) BUT DIFFER IN SPREAD (o), SKEWNESS (1), AND
EXCESS KURTOSIS (k). IQR = INTERQUARTILE RANGE. VIOL.% =
FRACTION OF GRID POINTS WITH |S| > 2. TTESTED AT DEFAULT
PARAMETERS ONLY (NO GRID SWEEP) DUE TO API RESTRICTIONS.

Model n o Y1 K IQR  Viol.%
Claude Haiku 4.57 10 0.43 —1.27  40.27 0.35 10.0
Claude Sonnet 4.67 10 0.62 —0.97 +1.49 0.55 40.0
Qwen3 0.6B 325 0.38 +0.64 +6.48 0.14 29.2
Qwen3 4B 40 0.22 +0.24  +0.62 0.20 30.0
Cogito 3B 18 0.47 —0.12 +0.47  0.40 55.6
Ministral 3B 20 0.64 +0.02 +0.38 0.51 45.0
Llama 3.2 3B 287 0.31 —0.78 +2.27  0.33 34.5
Gemmad 4B 130 0.49 +0.34 +0.10 0.62 46.2
Gemma3 12B 57 0.48 +0.23 +0.50 0.60 54.4
Gemma3 27B 30 0.49 —0.27  +1.41 0.55 40.0
GPT-40 Mini 27 0.28 —0.09 —0.10 0.30 25.9
GPT-OSS 125 0.46 40.35 +0.06 0.62 40.0
Mistral Small 3.2 27 0.59 +40.40 —0.15 0.79 37.0
DeepSeek-V3 155 0.37  40.68 +4.99 0.40 40.0
Gemini 2.5 Flash 119  0.37 —1.32 +3.80 0.29 29.4
Gemini 3 Flash 26 0.45 +0.65 +0.44 0.56 34.6

Figure 2 shows that interpretation probabilities scatter
widely off the diagonal, with many conditions producing
|AP(A)| > 0.5, indicating that presentation order sub-
stantially modulates which meaning a model selects under
a given lens—consistent with non-commuting interpretive
observables rather than a fixed ordering effect.

|S| is orthogonal to existing benchmarks (Figure 3).
Models separated by 35 points on MMLU violate at
comparable rates, and |S| distributional profiles show no
relationship to hallucination or nonsense detection scores.
The IQR of the S distribution—the statistic that most
sharply differentiates models—shows no correlation with
any external benchmark (all |p| < 0.03, p > 0.9).

IV. DiscussioN
A. Contextuality as Interpretive Character

Binz and Schulz [36] demonstrated that changing the
cover story of a structurally identical task shifted GPT-
3 from exploratory to risk-averse behavior—the character
of interpretation, not just its accuracy, is configurable.
Our results extend this: each model produces a distinct
topography of |S| across its parameter space, and two
models with similar benchmark scores may behave quite
differently as collaborative partners depending on where
in the parameter space they are operating. It is likely that
violations can only occur when the number of parameters
per training element is small enough (< 1) that the model
is forced to abstract over semantic relationships in a way
that functionally replicates human-like processing.

The word-order results connect to a broader literature
on non-commutativity in cognition [42], [43]. In linguistics,
Givén [44] and Bock and Irwin [45] established that con-
stituent order shapes thematic prominence and discourse
integration. That this extends to LLMs—and is not an



artifact of autoregressive generation, given the absence
of directional bias—indicates a structural feature of con-
textual interpretation shared across human and artificial
systems. The order in which information is presented to
a model, or by a model to a user, actively shapes the
interpretive outcome.

B. Orthogonality with Existing Benchmarks

Hallucination and nonsense acceptance are not capaci-
ties independent of interpretation—they are consequences
of it. A hallucination is a case where the model’s inter-
pretation diverges from the prompter’s intent; nonsense
acceptance reflects insufficient contextual grounding to
recognize incoherence. Both are downstream of the inter-
pretive process that the S distribution characterizes. That
|S| shows no relationship to these benchmarks (Figure 3)
supports studying it as a characterization of interpretive
behavior rather than a proxy for existing measures. The
configurability of interpretive character—the degree to
which a model’s contextuality changes as its sampling
parameters are adjusted—is a dimension of behavior that
existing evaluation frameworks do not register.

C. Prompt Injectability and Manufactured Conteztuality

If interpretation is genuinely contextual—if meaning is
produced in the act of interpretation rather than retrieved
from a pre-existing store—then the meaning a model
constructs from a prompt is not fully determined by the
prompt itself. It depends irreducibly on the interpretive
frame the model brings to the encounter: the contextual
setting established by the system prompt, the conversation
history, and the sampling configuration, all of which shape
the space of possible interpretations before any particular
one is realized. This is not a bug in the architecture.
It is a consequence of the same non-classical structure
that produces Bell violations. A system whose interpretive
correlations exceed the classical bound is one in which
no hidden-variable account can pre-assign determinate
meanings to all possible inputs across all possible contexts
simultaneously. The indeterminacy is structural, not epis-
temic.

This has a direct consequence for prompt injection and
jailbreaking: no fixed set of guardrails can fully constrain
an interpretive process that is, by definition, indeterminate
prior to the act of interpretation. A safety filter operates by
pre-classifying inputs according to intended meaning—but
the meaning of the input is not fixed until it is interpreted,
and the interpretation depends on the full contextual
setting, including whatever adversarial frame the injected
prompt establishes. The defender must anticipate every
possible context in which an expression might be inter-
preted; the attacker need only find one context in which
the filter’s pre-classification fails to match the model’s
actual interpretation. This asymmetry is not a limitation
of current alignment techniques that future work might

overcome—it is an information-theoretic consequence of
contextuality itself.

The same structure applies to human cognition. If
human semantic processing is contextual in the same
formal sense—and the Bell violation literature in quantum
cognition establishes that it is [23], [26], [29]—then human
interpretation is equally subject to adversarial reframing.
The techniques of propaganda and advertising are prompt
injection for humans: the deliberate construction and
maintenance of an interpretive frame that shapes what
meanings a population will produce when they encounter
particular expressions. Chomsky and Herman’s notion
of manufacturing consent [46] describes the engineering
of agreement through control of information. What the
quantum semantic framework reveals is something more
fundamental: the engineering of the interpretive context
itself, such that the meanings people produce—the inter-
pretations they experience as their own—are shaped be-
fore the act of interpretation occurs. This is manufacturing
contextuality. The formal structure is identical to prompt
injection: establish a context that biases the interpretive
process toward a target outcome without the interpreter
recognizing that the frame has been engineered. The ca-
pacity to be manipulated and the capacity to interpret
are not independent—they are the same capacity viewed
from different sides. For the design of human-Al sys-
tems, this means that safety cannot be achieved through
guardrails alone but requires attention to the contextual
frames within which interpretation takes place, for both
the human and the machine.

D. Implications for Interaction Design

Existing interaction design frameworks [31]-[34] dis-
tinguish levels of automation and the tool-collaborator
boundary, but none offers a quantitative criterion for
what kind of interpretive process a system is carrying
out. Howard et al. [47] established contextuality as the
resource enabling quantum computational advantage; if
the same relationship holds for LLMs, then violation of
the classical bound may mark a necessary condition for
a model to function as a genuine interpretive partner—a
testable claim, since co-creative task performance should
correlate with contextuality independently of benchmark
scores. That each model’s contextuality is configurable
and configuration-specific means users and designers need
access to the contextuality profile of the systems they work
with, not merely the inference parameters that produce
it [48], [49].

V. CONCLUSIONS

Across ~26,000 trials and twenty-four models spanning
four orders of magnitude in parameter count, we find:

1) Every model tested produces violations of the clas-
sical bound (|S| > 2), with values reaching the
algebraic maximum of 4.0—beyond the Tsirelson
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bound, confirming that the non-classical correlations
arise from observer-side contextuality [39].

Each model possesses a distinct contextuality to-
pography across its parameter space. No single pa-
rameter drives contextuality consistently, and the
relationship to scale is non-monotonic. Architecture
and training shape the character of contextuality
more than size does.

|S| is orthogonal to MMLU, hallucination rate, and
nonsense detection benchmarks, capturing a dimen-
sion of interpretive behavior that existing evalua-
tions do not address.

Word order substantially modulates individual in-
terpretation choices with no directional bias, con-
sistent with non-commuting interpretive observables
extending to language models.

Genuine contextuality implies that safety cannot
be achieved through context-independent guardrails
alone, and that the capacity to be manipulated and
the capacity to interpret are the same capacity.
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Fig. 1. Per-grid-point S distributions for each model. Pink bands:
IQR. Vertical lines: mean (red), median (black), classical bound |S| =
2 (dashed blue).



® & |
o

I T
1 O ‘* @ ad ® 0 ®» B
¢ ° e
5 @ o° e o o &
% ® "
- ® ® )
3 o & ® ’g ° @ 00/}7 °
E 8 % % ° o,°(’> ® *°
9 o ° & @® @ 8 /O & % ©
=) & 7
0.5k 0 i T
= ° , 3
< . P o & -
g’ N : @',/
=
g _& ° 0§’/5' - e o
Q /o _
g 2 Le® P oo
& ‘??O,% OSCOOO ° ©

0.0

P(meaning A), original order

100

8.0

Fig. 2. Word-order effects on individual interpretation choices. Each
point plots P(meaning A) for one word under one interpretive lens
and parameter configuration, comparing original versus flipped word
order. Points on the diagonal indicate order-invariant interpretation;
off-diagonal points indicate non-commutative dependence on pre-
sentation order. Marginal densities (top, right) show the bimodal
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TABLE II

MEAN S 4 ¢ ACROSS THE SAMPLING PARAMETER GRID, AVERAGED OVER WORD PAIRS. Bold INDICATES |S| > 2.

7=0.2 7=1.0 T=1.38

Model p k=10 k=50 k=100 k=10 k=50 k=100 k=10 k=50 k=100

Qwen3 0.6B 0.37 1.78 + 0.50 1.96 = 0.92 1.89 +£0.43 1.80 + 0.59 2.13+0.60 2.04+0.49 1.85+0.91 1.88 +0.90 2.60 £0.47
0.70 2.02 £0.37 2.28 £ 0.52 2.12+0.40 2.01 £ 0.46 2.20 £ 0.29 1.93 £0.34 2.08 £1.19 227 +£1.17 1.79 £0.42
0.90 1.90 £0.14 1.88 £0.18 1.96 £0.10 1.94 £ 0.09 2.10 £0.13 2.08 +£0.18 2.04 £0.18 1.90 £0.12 2.00 £0.16
1.00 1.94 4+0.34 2.40 £+ 0.66 2.33+£0.68 2.04 £0.61 2.15+0.93 2.64 + 0.97 1.65 4+ 0.84 2.37+£0.39 1.74 +£1.05
n=274, p=2.06, 0 =0.63, y=—0.02, k=+3.26, IQR=0.38, viok=41%

Cogito 3B 0.37 2.31 £0.40 — — — — — — — —
0.70 1.96 £+ 0.44
0.90 — — — — — — — — —
1.00 — — — — — — — — —
n=20, p=2.14, 0 =0.45, y=—0.02, k=+0.75, IQR=0.40, viok=50%

Llama 3.2 3B 0.37 1.86 £+ 0.32 2.19 +£ 0.68 1.84 £ 0.66 1.80 £0.53 2.04 £0.41 2.10 +£0.19 1.99 £ 0.30 1.87 +£0.35 1.98 £0.38
0.70 1.924+0.24 1.87 £ 0.40 2.11+0.25 2.10 £ 0.25 2.04 £ 0.22 2.21 +0.30 1.85 £ 0.29 2.02+0.24 1.84 £0.58
0.90 2.02 £0.20 2.08 £0.18 2.04 £ 0.09 2.04 £ 0.09 1.96 + 0.09 2.04 +£0.26 1.96 + 0.09 1.92 4+ 0.31 2.08 +0.11
1.00 1.83+0.28 1.97+0.21 1.96 +0.30 2.13£0.31 1.99 +0.26 2.05+0.27 2.05+0.38 2.04+0.52 1.93+0.43
n=294, n=1.99, 0 =0.35, y=—0.51, k=+47.33, IQR=0.33, viok=34%

Ministral 3B 0.37 2.16 + 0.68
0.70 — — — — 1.89+0.55 — — — —
0.90 — — — — — — — — —
1.00 — — — — — — — — 2.22+1.33
n=29, 1=2.09, 0 =0.88, y=-+0.24, k =-+0.85, IQR=0.69, viok=38%

Gemma3 4B 0.37 — — — — — — — — —
0.70 1.91 +0.48 2.18 £ 0.38 2.06 £ 0.52 2.10 £ 0.40 1.83+0.55 1.97 £ 0.48 2.28 £ 0.66 2.17 £ 0.62 2.22 +0.68
0.90 1.92 +0.47 2.39 £ 0.46 2.04 £ 0.28 2.08 £0.31 2.26 +£ 0.59 2.30 £ 0.42 2.25 £ 0.90 1.87 +0.24 2.01 £0.39
1.00 2.12 +£0.23 1.82 +0.37 1.77 £0.37 2.33 £0.56 2.06 £ 0.41 2.04 +0.40 1.80 4+ 0.28 2.12 +£0.33 2.35+1.04
n=131, p=2.08, 0 =0.48, y=+0.34, k=+0.13, IQR=0.62, viok=46%

Qwen3 4B 0.37 1.934+0.10 2.00 £ 0.00 2.00 £ 0.00 2.30£0.14 2.10£0.14 2.20 +£ 0.00 2.00 + 0.00 2.10 £ 0.42 2.00 £ 0.00
0.70 2.00 £ 0.00 1.80 +£0.28 2.10£0.14 2.20+0.00 1.80 +£0.28 2.20 £ 0.28 — — —
0.90 — — — — — — — — —
1.00 1.90 4+ 0.42 2.00 £ 0.00 1.90 £0.14 1.89 +0.16 2.20 £ 0.57 1.90 £0.14 — — —
n=41, p=2.03, 6=0.21, y=+0.25, k=+0.71, IQR=0.20, viok=29%

GPT-40 Mini 0.37 1.95 4+ 0.32 — — — — — — — —
0.70 — — — — 1.96 +0.19 — — — —
0.90 — — — — — — — — —
1.00 1.79 £ 0.69
n=30, p=1.90, c=0.44, y=—2.73, k=+11.21, IQR=0.20, viok=23%

Gemmad 12B 0.37 2.25+041 — — — — — — — —
0.70 1.60 4 0.28 1.94 +£0.48 2.00 £ 0.00 1.60 4 0.00 2.39 £ 047 2.40 + 0.00 2.20 £ 0.00 2.00 £ 0.00 2.75 + 0.00
0.90 1.80 £ 0.00 1.40 £+ 0.00 2.40 + 0.00 1.56 £ 0.00 2.25 + 0.00 1.40 £ 0.00 2.22 + 0.00 1.75 + 0.00 2.00 £ 0.00
1.00 3.25 £+ 0.00 2.60 £+ 0.00 2.80 + 0.00 1.78 £ 0.00 2.20 £+ 0.00 1.00 £ 0.00 2.80 + 0.00 2.22 + 0.00 2.16 + 0.36
n=>58, n=2.16, 0 =0.47, y=+40.25, k=+0.55, IQR=0.55, viok=55%

Gemini 2.5 Flash ~ 0.37 1.93 +0.36 1.99 +0.25 2.01£0.09 2.09+0.24 1.58 +0.83 1.89 +0.26 2.11£0.15 1.95 +0.07 2.15+0.21
0.70 1.85+0.35 2.12+0.24 2.08 +£0.21 2.04 £0.21 2.08 £ 0.33 1.61 £0.43 2.07 £ 0.09 1.97 £ 0.05 1.87 £0.19
0.90 2.00 £+ 0.00 1.80 £+ 0.00 2.00 £ 0.00 2.40 £ 0.00 2.00 £ 0.00 2.00 £ 0.00 1.80 £ 0.00 2.00 £ 0.00 2.44 + 0.00
1.00 1.77 £ 0.60 2.05 +0.39 1.91 +£0.33 1.60 + 0.57 1.87 +0.60 1.63 £+ 0.65 2.14 £ 0.48 1.59 +0.28 2.00 £ 0.47
n=119, p=1.94, 0 =0.38, y=—1.37, k=+3.51, IQR=0.31, viok=29%

GPT-0OSS 0.37 2.25 +£0.39 1.97 £ 0.41 2.23+0.49 2.43 £ 0.36 1.96 +0.43 1.78 £0.21 2.14 £ 0.45 1.80 +£0.34 1.75 £ 0.30
0.70 1.69 £0.41 2.14 +£0.45 1.93 £0.44 1.90 £0.42 2.02 £ 0.36 2.02 +0.46 1.68 £0.28 1.73 £ 0.20 2.36 +0.47
0.90 — — — — — — — — —
1.00 2.00 £+ 0.59 2,46 £0.83 2.05+0.47 2.18+0.88 2.331+0.29 1.65 +0.34 2.51 £0.47 1.60 + 0.60 1.91+0.38
n=125, n=2.03, 0 =0.46, y=+0.35, k=+0.06, IQR=0.62, viok=40%

GPT-0OSS 20B 0.37
0.70 2.00 + 0.00 2.00 £ 0.00 1.60 £ 0.00 2.00 + 0.00 2.00 £+ 0.00 1.50 £ 0.00 — 0.67 £ 0.00 1.50 £ 0.00
0.90 2.00 + 0.00 2.00 £ 0.00 2.00 £ 0.00 2.00 + 0.00 2.50 £ 0.00 1.60 £+ 0.00 2.67 £0.00 2.00 £ 0.00 2.00 +£ 0.00
1.00 3.00+0.00 0.00 £ 0.00 2.00 £ 0.00 2.00 £ 0.00 2.00 £ 0.00 1.60 &= 0.00 0.00 £ 0.00 2.00 £ 0.00 —
n=25, u=1.79, 0 =0.69, y=—1.38, k=+2.61, IQR=0.40, viok=28%

Mistral Small 3.2 0.37 1.80 +0.39 — — — — — — — —
0.70 — — — — 2.09 £0.76 — — — —
0.90 — — — — — — — — —
1.00 — — — — — — — — 1.91 +£0.93
n=30, p=1.93, 0 =0.72, y=+0.79, k =-+1.27, IQR=0.80, viok=40%

Gemma3 27B 0.37 1.88 +0.45 — — — — — — — —
0.70 — — — — 2.21 £ 0.55 — — — —
0.90 — — — — — — — — —
1.00 — — — — — — — — 2.11+0.46
n=30, p=2.07, 0=0.49, y=—0.27, k=+1.41, IQR=0.55, viol=40%

DeepSeek-V3 0.37 1.86 +0.38 — — — — — — — —
0.70 2.08 £0.19 2.00 £ 0.38 2.00£0.21 2.17+0.27 2.25+0.68 1.97 £0.37 2.01 £0.26 1.72 +£0.30 1.84 +£0.36
0.90 2.17 £0.18 1.93 £0.38 2.00 £0.29 2.19 £0.35 1.96 +0.38 1.99 £0.16 2.00 £0.23 2.00 £ 0.15 2.38 +£0.37
1.00 2.29 +£0.19 1.80 £ 0.41 1.92 £0.12 1.92 +£0.23 2.01 £0.47 2.04 +0.36 1.81 £0.42 1.93 £+ 0.60 2.06 + 0.39
n=155, p=2.02, 0 =0.37, y=-+0.68, k=+4.99, IQR=0.40, viol=40%

Gemini 3 Flash 0.37 2.09 £0.56 — — — — — — — —
0.70 — — — — 1.87+0.25 — — — —
0.90 — — — — — — — — —
1.00 2.00 +0.44

n=30, p=1.99, 6 =0.43, y=40.71, k=+0.78, IQR=0.51, viok=30%




