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ABSTRACT

Robust semantic segmentation is crucial for safe autonomous driving, yet de-
ployed models remain vulnerable to black-box adversarial attacks when target
weights are unknown. Most existing approaches either craft image-wide perturba-
tions or optimize patches for a single architecture, which limits their practicality
and transferability. We introduce OmniPatch, a training framework for learning a
universal adversarial patch that generalizes across images and both ViT and CNN
architectures without requiring access to target model parameters.

1 INTRODUCTION & RELATED WORK

Deep learning has transformed computer vision, enabling significant advancements in image classi-
fication (Krizhevsky et al., 2012), object detection (Girshick et al., 2014), and semantic segmentation
(Long et al., 2015) tasks. In autonomous driving, segmentation models provide essential pixel-level
understanding for planning and control. However, these networks remain vulnerable to adversarial
examples that induce catastrophic failures (Szegedy et al., 2013; Goodfellow et al., 2014). Con-
sequently, a thorough analysis of these vulnerabilities is imperative for creating of robust, safety-
critical systems.

Since the foundational demonstration of adversarial vulnerabilities in segmentation models (Xie
et al., 2017; Hendrik Metzen et al., 2017), the field has matured significantly, yet a critical limitation
persists regarding actual deployability of these attacks. The majority of existing methods, includ-
ing recent approaches (Gu et al., 2022; Jia et al., 2023), rely on image-wide perturbations that are
impractical for physical use. Conversely, research on applicable adversarial patches for semantic
segmentation remains scarce (Rossolini et al., 2023; Nesti et al., 2022), leaving deployable threats
largely unexplored.

Model agnostic adversarial transferability has received limited attention in the context of semantic
segmentation (He et al., 2024). While CNNs benefit from local biases (Geirhos et al., 2018), ViTs
are significantly more vulnerable to patch-based attacks due to their global attention mechanisms.
(Mahmood et al., 2021; Mo et al., 2022; Fu et al., 2025). This sensitivity makes ViTs effective
training surrogates. The realization of a physically deployable adversarial perturbation capable of
operating on heterogeneous segmentation models is a formidable pursuit. To the best of our knowl-
edge, Shekhar et al. (2025) represents the sole endeavor to address this. However, their marginal
generalization leaves reliable universal patch transfer across segmentation architectures unsolved.

We address this gap with OmniPatch, a patch-based adversarial perturbation designed with physical
constraints and cross-architectural transferability. We first exploit the ease of destabilizing ViTs,
then guide transfer to CNNs through ensemble training with gradient alignment. Using the ViT
surrogate, we bias the placement of the patch towards regions of higher uncertainty.

∗These authors contributed equally to this work.
†These authors also contributed equally to this work.
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Figure 1: We apply the patch on the most sensitive class and use a two-stage regularized loss, weight-
ing confident ViT pixels, then ViT-CNN ensembling via JS divergence and gradient alignment.

2 METHOD

We formalize a patched adversarial strategy (Figure 1) which uses sensitive region placement with
a two-staged objective using ViT and CNN surrogates. We add training regularizers for stability.

2.1 SENSITIVE REGION PLACEMENT

Using a ViT surrogate, we compute class-wise predictive self-entropy on clean images and select the
class c⋆ with highest uncertainty. We extract the predicted masks for c⋆ and apply the morphological
dilation by k pixels to expand the feasible placement region. A suitable patch location is then
sampled with entropy-biased sampling, where candidate patch locations are weighted by their pixel-
wise uncertainty, restricted to the top-p% . If no valid region for c⋆ exists, we sample randomly.1
This positions our patch to exploit the inductive bias gap between the global attention mechanisms
of ViT’s and the local feature extraction of CNN’s.

2.2 TWO STAGE TRAINING

We modify a two-stage training paradigm which was first formulated in Jia et al. (2023). We further
introduce auxiliary and gradient alignment objectives.

Stage 1 (ViT-only): We first optimize OmniPatch to destabilize the ViT surrogate, exploiting its
sensitivity by targeting its high-confidence predictions. We use a (γ) weighted cross-entropy (LCE)
objective between prediction (p) and label (y) that prioritizes clean image pixels (C) which are
classified correctly by the model, while down-weighting those already misclassified (I). This loss
function guides OmniPatch to induce errors in otherwise confident ViT segmentation outputs:

LStage1 =
1

|C|+ |I|

(1− γ)
∑
i∈C

LCE(pi, yi) + (γ)
∑
j∈I

LCE(pj , yj)

 , (1)

Stage 2 (ViT+CNN ensemble): After completion of Stage 1, the second stage extends training to
a heterogeneous ViT and CNN ensemble. We define a high transfer set X containing pixels that
exhibit a significant distributional shift (quantified by the Jensen-Shannon divergence between clean
and adversarial logits), while the remaining pixels form the low-transfer set Y . The objective is
computed as the mean over both surrogates. We (β) weight these high-divergence pixels (X ) relative
to the low-divergence ones (Y) to maximize cross-architecture transferability:

LStage2 =
1

2(|X |+ |Y|)
∑

s∈{ViT,CNN}

(1− β)
∑
i∈X

LCE(pi,s, yi) + (β)
∑
j∈Y

LCE(pj,s, yj)

 , (2)

However, standard ensemble training over fundamentally different segmentation models causes
gradient updates to interfere destructively. To resolve this destructive interference, we penalize

1All methods are mathematically detailed in Appendix A
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incongruent update directions by maximizing cosine similarity between the gradients of the ViT
(∇ViT

θ LStage2) and the CNN (∇CNN
θ LStage2)2 surrogates. This constraint homogenizes the update vec-

tors to prevent conflicting gradient directions:

Lalign = − cos
(
∇ViT

θ LStage2,∇CNN
θ LStage2), (3)

2.3 AUXILIARY LOSSES/ REGULARIZERS

We introduce three auxiliary objectives to our existing loss function: a) attention hijacking, b)
boundary disruption, and c) total variation.
Attention Hijacking: We apply the self-attention attack strategy proposed by Naseer et al. (2021),
which forces the ViT to prioritize the patch over the true label in its internal representation.
Boundary Disruption: We invert the boundary loss constraint proposed by Kervadec et al. (2019)
to induce fragmentation in the segmentation boundaries.
Total Variation: We use the anisotropic version of this loss to act as a visual noise control regular-
izer used in prior work (Johnson et al., 2016)

2.4 FINAL OBJECTIVE.

We use a sequential training schedule by first optimizing LStage1 for N1 epochs, then switching to
LStage2 for the remaining N2 epochs. Subsidary losses (Lattn, Lboundary, LTV) are applied through-
out the process. The gradient alignment term is activated exclusively during Stage 2 to enforce
consistency between the surrogate gradients. The unified objective is defined as:

Ltotal = Lattack + λattnLattn + λboundaryLboundary + λTVLTV + 1(Stage2) · λalignLalign, (4)

where Lattack ∈ {LStage1, LStage2},1(.) denotes the indicator function.
We also apply Expectation-over-Transformation (EOT) at every step, modeling random scale, rota-
tion, and translation to simulate variations in literal conditions.

3 EXPERIMENTS

Experiments are performed using images from the Cityscapes dataset (Cordts et al., 2016).
The Cityscapes dataset consists of street-scene images with pixel-level labels. It has 19 classes with
2,975 training images, 500 validation images, and 1,525 testing images (2048 × 1024). As source
models, we use PIDNet-S (Xu et al., 2023) as the CNN surrogate and SegFormer (Xie et al., 2021)
as the ViT surrogate. We use PIDNet-M, PIDNet-L, BiSeNetV1 (Yu et al., 2018), BiSeNetV2 (Yu
et al., 2021) as target models for performance evaluation and testing.

We train for 20 epochs, split evenly between Stage 1 and Stage 2. Specifically, each epoch contains
300 randomly sampled images with 7 attack iterations. Unless otherwise noted, a 200× 200 (1.9%
area) patch is placed on the sensitive region calculated by ViT surrogate using clean image predic-
tions. The mean Intersection over Union (mIoU) is used to evaluate the adversarial performance.

(a) Patched Image (b) PIDNet-S (c) PIDNet-M (d) PIDNet-L

(e) Ground Truth (f) BiSeNetV1 (g) BiSeNetV2 (h) SegFormer

Figure 2: Qualitative comparison of segmentation predictions across different models on the
Cityscapes dataset. The perturbations are centered around the OmniPatch in all models.

2Gradients are computed with respect to the patch while keeping surrogate weights frozen
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3.1 RESULTS

We apply and train the patch on the ‘pole’ label (most sensitive class in Cityscapes training data).
We measure against the PIDNet-S trained patch in Shekhar et al. (2025) which is used as baseline3.

Table 1: mIoU on Cityscapes, comparing OmniPatch against clean, random and baseline.

Model
Clean Image

mIoU
Random

Patch mIoU
Baseline

Patch mIoU
OmniPatch

mIoU
mIoU Drop (%)

Clean / Random/Baseline
PIDNet-S 0.8695 0.8651 0.7791 0.7299 16.05 / 15.62/ 6.31
PIDNet-M 0.8681 0.8618 0.8615 0.7393 14.84 / 14.22/ 14.18
PIDNet-L 0.9035 0.8996 0.8984 0.7530 16.65 / 16.30/ 16.18
BiSeNetv1 0.7149 0.7057 0.7120 0.6410 10.33 / 9.17/ 9.97
BiSeNetv2 0.6907 0.6845 0.6848 0.6036 12.61 / 11.81/ 11.85
SegFormer 0.7434 0.7431 - 0.6777 8.83 / 8.79/ -

3.2 ABLATIONS

To validate benefits of each step in our pipeline, we conduct ablation experiments (Figure 3) 4.

(a) Across different patches (b) Patch area coverage (c) Patch Placement Strategy

Figure 3: Component-wise ablation study analyzing the sensitivity of OmniPatch.

We observe that sensitive region placement over center and random improves performance. This
highlights the importance of strategic spatial positioning. We note a positive correlation between
patch size and mIoU drop, suggesting the increment in perturbations is due to larger coverage.
We use JS divergence to measure distribution shift due to its boundedness, substituting KL with JS
divergence enables stable training, yielding an additional average mIoU drop of 1.84% over models.

4 FUTURE WORK AND LIMITATIONS

While OmniPatch bridges the gap between theoretical image-wide perturbations and formulates de-
ployable attacks, it introduces visually obtrusive noise which is noticeable. Future research will
explore concealment by developing texture blending techniques. We also aim to develop a patched
attack functional in varying weather and lighting conditions instead of homogeneous images. Fur-
ther, actual physical experiments should also be conducted for a conclusive proof-of-concept.

5 CONCLUSION

In this paper, we focus on a model-agnostic and conceptually deployable adversarial attack on se-
mantic segmentation models. We successfully formulate a pipeline to design such an attack and
prove its effectiveness on both ViT and CNN based segmentation models. We introduce a novel
uncertainty-based spatial positioning scheme. We extend the work of Jia et al. (2023) by introduc-
ing a CNN surrogate to employ ensemble learning for increased transferability. We also include
subsidiary regularizers and perform comprehensive experiments and ablations on diverse models.

3Resource constraints required input downscaling for SegFormer, making baseline comparisons infeasible.
4Detailed results are provided in Appendix B.1
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A SENSITIVE REGION PLACEMENT

A.1 SENSITIVE CLASS IDENTIFICATION

To identify the class which is most susceptible to adversarial perturbations, we utilize predictive
entropy as a proxy for model uncertainty. High-entropy regions indicate areas where the model’s
decision boundary is fragile, making them ideal targets for attack.

We extract the pixel-wise probability distributions from the ViT surrogate. Let pb,c,h,w denote the
predicted probability for class c at pixel (h,w) in image b. We first compute the normalized pixel-
wise entropy map Hb,h,w:

Hb,h,w = − 1

logC

C∑
c=1

pb,c,h,w log (pb,c,h,w + ϵ) . (5)

Next, we aggregate this uncertainty for each class within the image. Let 1{yb,h,w=c} be an indicator
function that is 1 if pixel (h,w) belongs to class c. The mean entropy for class c in image b is
computed as:

H̄b,c =

∑
h,w 1{yb,h,w=c}Hb,h,w∑
h,w 1{yb,h,w=c} + ϵ

. (6)

Finally, we compute the global sensitivity score Sc by averaging H̄b,c over the entire dataset of B
images. The target class c⋆ is selected as the one maximizing this global uncertainty:

Sc =
1

B

B∑
b=1

H̄b,c, c⋆ = argmax
c

Sc. (7)

Based on our experimental configuration, we observed the following per-class sensitivity scores

Figure 4: Class-wise Sensitivity Score across Cityscapes Dataset

A.2 MORPHOLOGICAL DILATION

To expand the feasible region for patch placement we expand the binary mask M ∈ {0, 1}H×W

using morphological dilation.

Let Bk be a square structuring element of size k × k. The dilated mask M̃ is defined as the
Minkowski sum of the original mask M and the structuring element Bk:

M̃ = M ⊕Bk = {z ∈ Ω | (Bk)z ∩M ̸= ∅} , (8)

7
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where (Bk)z denotes the translation of Bk by vector z. In our implementation, we perform this
operation efficiently using a max-pooling layer with kernel size k and stride 1:

M̃h,w = max
(i,j)∈Nk(h,w)

Mi,j , (9)

where Nk(h,w) represents the k × k spatial neighborhood centered at (h,w).

A.3 BIASED SAMPLING FOR PATCH PLACEMENT

To automate the selection of optimal patch locations, we implement an entropy-biased sampling
strategy. Let M̃ ∈ {0, 1}H×W be the dilated binary mask of the target class and H(·) be the pixel-
wise entropy map. The patch top-left coordinate (y0, x0) is determined via the following procedure:

1. Feasible Region Definition. We first define the set of valid center coordinates V to ensure the
patch of size S × S remains fully within the image boundaries. A pixel (y, x) is considered valid if
it lies within the mask M̃ and satisfies the boundary constraints:

V =

{
(y, x) | M̃y,x = 1,

S

2
≤ y ≤ H − S

2
,

S

2
≤ x ≤ W − S

2

}
. (10)

2. Entropy Filtering. We extract the entropy values for all valid pixels: E = {H(y, x) | (y, x) ∈
V}. Let τ be the (1 − p)th quantile of E, where p represents the sampling fraction. The high-
uncertainty candidate set Vtop is defined as:

Vtop = {(y, x) ∈ V | H(y, x) ≥ τ} . (11)

3. Uniform Sampling. We sample a center coordinate (yc, xc) from Vtop uniformly. The proba-
bility of choosing any pixel (y, x) as the center is given by:

P (y, x) =

{
1

|Vtop| , if (y, x) ∈ Vtop

0, otherwise
(12)

The final top-left coordinate is derived as (y0, x0) = (yc − ⌊S/2⌋, xc − ⌊S/2⌋).

B DETAILED EXPERIMENTAL DETAILS

B.1 DETAILED RESULTS

This section presents comprehensive experimental results and additional quantitative analyses that
were omitted from the main text due to space constraints. We provide a detailed breakdown of the
component-wise ablation study, validating the specific contribution of each loss term.

Table 2: Performance Comparison across Different Patch Attacks

Model Clean Image Random Patch OmniPatch
PIDNet-S 0.869577 0.865101 0.729970
PIDNet-M 0.868144 0.861862 0.739300
PIDNet-L 0.903522 0.899625 0.753016
BiSeNetv1 0.714959 0.705789 0.641062
BiSeNetv2 0.690796 0.684500 0.603687
SegFormer 0.743495 0.743120 0.677788

8



ICLR 2026 Workshop: Principled Design for Trustworthy AI

Table 3: Model Performance under varying Patch areas

Model Patch 200 (1.9%) Patch 300 (4.3%) Patch 300 (7.6%)
PIDNet-S 0.729970 0.679634 0.597220
PIDNet-M 0.739300 0.682442 0.627030
PIDNet-L 0.753016 0.693860 0.646377
BiSeNetv1 0.641062 0.589184 0.535108
BiSeNetv2 0.603687 0.538712 0.502113
SegFormer 0.677788 0.658646 0.598823

Table 4: Impact of Patch Placement Strategies on Model Robustness

Model Center Placement Random Placement Sensitive Region (Ours)
PIDNet-S 0.829445 0.812880 0.729970
PIDNet-M 0.819404 0.804276 0.739300
PIDNet-L 0.854908 0.838226 0.753016
BiSeNetv1 0.668978 0.669475 0.641062
BiSeNetv2 0.641095 0.631650 0.603687
SegFormer 0.731485 0.725132 0.677788

Table 5: Comparative Impact of KL and JS Divergence on Adversarial Patch Effectiveness

Model With KL divergence With JS divergence (Ours)
PIDNet-S 0.746490 0.729970
PIDNet-M 0.746948 0.739300
PIDNet-L 0.766492 0.753016
BiSeNetv1 0.646691 0.641062
BiSeNetv2 0.606668 0.603687
SegFormer 0.708983 0.677788

Table 6: Impact of gradient alignment on adversarial patch effecitveness (mIoU)

Model Without Gradient Alignment With Gradient Alginment (Ours)
PIDNet-S 0.777234 0.729970
PIDNet-M 0.765665 0.739300
PIDNet-L 0.786792 0.753016
BiSeNetv1 0.662936 0.641062
BiSeNetv2 0.627358 0.603687
SegFormer 0.680991 0.677788

9
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B.2 REPRODUCIBILITY

This section contains all necessary details which allow reproduction of results mentioned in the
paper.

All experiments reported in this work are fully reproducible. The complete implementation, along
with the exact hyperparameter settings used in our experiments, is provided in the accompanying
Code Repository.

Table 7: Implementation Details

Parameter Value
Senstive Region Placement

Morphological Dilation pixels (k) 5

Biased Sampling threshold (p) 0.2

Stage 1
Stage 1 Epochs 10

Stage 1 weighting (γ) 0.7

Stage 2
Stage 2 Epochs 10

Stage 2 weighting (β) 0.3

JS Divergence threshold > µ (Mean)
Gradient Alignment (grad align w) 1.0× 10−1

Auxillary Objectives (Coefficients)
Total Variation (tv weight) 1.0× 10−4

Attention Hijack (attn hijack w) 1.0× 10−1

Boundary (boundary w) 2.0× 10−1

Miscellaneous
Batches per epoch 150

Batch Size 2

Image Resolution 2048× 1024

SegFormer Downscaling 0.75

10

https://github.com/dsgiitr/omnipatch

	Introduction & Related Work
	Method
	Sensitive Region Placement
	Two Stage Training
	Auxiliary losses/ regularizers
	Final Objective.

	Experiments
	Results
	Ablations

	Future Work and Limitations
	Conclusion
	Sensitive Region Placement
	Sensitive Class Identification
	Morphological Dilation
	Biased Sampling for Patch Placement

	Detailed Experimental Details
	Detailed Results
	Reproducibility


